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Abstract. In this paper, we present the newest version of our interactive
video browser tool Vibro. For this iteration, we focused on improving the
user interface to enable a more accessible temporal search, upgrading the
shot-detection algorithm, replacing a keyword-based search with rich text
input, and reducing query times by applying a graph-based approximate
nearest neighbor search method. With these extensive updates, we feel
well-equipped to handle the huge amounts of data coming our way in the
next VBS competitions and achieve competitive results in the contest.
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1 Introduction

The Video Browser Showdown (VBS) [13] represents a competition where par-
ticipants have to solve a variety of tasks using their interactive video browsing
systems. The three main categories are visual Known-Item Search (v-KIS), tex-
tual Known-Item Search (t-KIS) and Ad-Hoc Video Search (AVS). For both KIS
tasks, the goal is to find one exact segment that matches the given description
and for AVS, as many suiting segments as possible have to be submitted. At the
next VBS, the V3C1 dataset [4] (containing 7475 video files and 1000 hours of
video content) is combined with the V3C2 dataset (9760 videos and 1300 hours),
doubling the amount of video material in comparison to previous years. Even
though advances in deep learning for multimedia content analysis have led to
better visual feature vectors [5], improved automatic keywording of images [1]
and better visual and textual co-embeddings [6, 14], browsing and finding specific
items in large video collections still remains a very challenging task.

After participating in several VBS competitions, we have identified some
key criteria of previous winners. Most successful systems [9] have exploited the
chronological order of different scenes in a video, therefore we believe that sup-
porting temporal queries is very important. In addition, systems that allowed
to view many images helped to get a better overview of the results and en-
abled a more efficient browsing experience [12]. Furthermore we observed that
the newest developments for co-embeddings of visual and textual data [14] led
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to exceptional results for textual query searches. Lastly, as the size of the data
has more than doubled, we strongly believe that video browsing tools can bene-
fit from approximate nearest neighbor techniques [2, 16], which greatly increase
search speed for a small trade-off in accuracy.

With these criteria in mind, we upgraded our previous system in several as-
pects. First, we cleaned up the user interface (Fig. 1) by removing some rarely
used components and optimizing others for temporal search. Second, we intro-
duced an improved shot-detection algorithm. Third, we replaced the previously
used keyword propagation mechanism [11] for textual search by introducing a
CLIP model [14], which allows rich text input in contrast to the previous keyword
based search. Finally, we updated our internal data structure to an image graph
optimized for approximate nearest neighbor search and efficient exploration of
neighbors nodes.

2 Video Preprocessing

As a preprocessing step, all frames of a video are aggregated into three levels of
abstraction. On the first level, only one frame per second is stored, all others are
ignored. These frames are then subsequently merged into keyframes by analyzing
their visual appearance with a handcrafted low-level feature, based on color and
edge histograms, and frequency analysis, with a total of 50 dimensions. For this
second step, the first frame of a video is selected as the keyframe. All subsequent
frames are compared with their previous frame and the last keyframe. If in either
case the similarity falls below a threshold, the current frame becomes a new
keyframe. This procedure is repeated until the end of the video. The threshold
was set to only filter out near-duplicates. Next, the keyframes are grouped into
shots. Here we utilize a combination of the low-level features and high-level CNN
features obtained from a ResNet152 [8] with DARAC-Pooling [15]. The same
algorithm as in the previous step is used, only with a higher threshold, since the
goal is to only merge semantically similar keyframes here. For the V3C1 dataset,
consisting of 7475 videos with a total of 1000 hours, this preprocessing results in
over 3.5 million frames, 1.3 million keyframes and 700k shots. Compared to the
baseline shot-segmentation provided in the dataset, which consists of around 1
million shots [4], we save about 30% shots with this procedure.

3 Navigation and Visualization

Figure 1 shows an overview of the current interface. Part A is reserved for query
formulation. A detailed explanation of all available options and their underlying
methods can be found in Section 4. In part B, the top 4000 results of the current
query are visualized in a 2D-sorted map by applying an optimized SSM [3]. This
process takes a fraction of a second. Search queries can be formulated for two
different shots (tab-buttons at the top of part A) and the displayed results change
when these shots are switched. Furthermore, these two queries are combined
in a temporal search, and its results are presented in part C as a list of five
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Fig. 1: Revised user interface for the current version of Vibro

consecutive shot-frames. The video containing the selected frame (green border)
is displayed in part D using a video player or a list of all keyframes. Additionally,
a new query image can be chosen from anywhere by double-clicking any of the
visible frames. In combination with the visually sorted view, this allows a fast
navigation to the desired video frame. Even though all searches are performed on
keyframe-level, only shot-level images are shown in each part of the UI to reduce
the number of images. We also employ a hierarchical image similarity graph [10]
for exploration of the entire video collection (”Global Map” button in part C). In
practice, the presented tool Vibro is capable of locating searched video frames by
either finding an exact image by search, browsing and exploration or by defining
two vague concepts and combing them with a temporal search.

The designed system performs quite well in the KIS-tasks, but its usage is too
slow for AVS-tasks. The current AVS-scoring scheme rewards systems that can
send a large variety and number of frames in a short period of time. Therefore, we
designed a separate user interface for this part of the competition. After selecting
one image from the main UI a pure image-based search can be triggered by the
AVS ”Start” button at the bottom of part A. The best 20 images are displayed
on a separate UI. Now the user marks all positive frames and sends them to
the evaluation server. Furthermore the submitted frames are used in a relevance
feedback loop. Together with the initial image and other positive frames they
form a multi-image query to produce the next 20 results.

4 Search Modalities

Vibro allows queries of three modalities, namely sketch, text and image-by-
example. In addition, the search results of these three methods are combined
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with adjustable weights into a single result list, which is then displayed on the
user interface.

Sketches and Images. In sketch-based search, queries can be formulated
either by drawing in the blank canvas, or by selecting an example image from
any part of the user interface and modifying its appearance using the provided
drawing tools. In order to enable this functionality, we extract two different fea-
ture vectors from all keyframes. First, the low-level feature vector (already used
for video preprocessing) and a second 768-dimensional high-level CNN feature
vector obtained from the ResNetx16 used in the visual part of the CLIP model
[14]. The first feature is used to obtain the visual appearance (color and shape
layouts) and is recomputed if an image was modified, whereas the second de-
scribes the semantic content and is only computed once. Both of them are also
used in image-by-example queries, which can be triggered by selecting one of the
presented shot-frames or by dragging an image from an online source onto the
canvas. For a pure sketch query on a blank canvas, only the low-level features
are used.

Rich Text. The third possible search input is text. In previous years we
employed a keyword propagation mechanism, where a large corpus of annotated
images was used to suggest keywords for unknown images by nearest neighbor
search [11]. Even though the results for single keyword queries were satisfying,
the quality deteriorated as more words were suggested. For example, an image
showing a person riding on a horse in the mountains can only be described by
the three keywords ”person; horse; mountain”. With this approach, the infor-
mation on the interaction between these objects is missing. To overcome this
limitation we integrated CLIP [14], a co-embedding model which encodes rich
text input and images into a shared vector space. Now, we can not only process
keyword based queries but also rich text inputs, which more accurately describe
the desired frame.

Fusion of modalities. Since the low-level feature only consists of 50 dimen-
sions, we can perform a full linear search in under 100 ms on the entire dataset.
In this case we obtain a similarity score for each keyframe and remember their
value for potential score fusing. However, text and image queries are accelerated
by a graph-based approximate nearest neighbor search algorithm (Section 5),
where each query yields exactly 4000 results ordered by a descending similarity
score. Since text and image features share one embedding space, only a single
graph is needed. In order to fuse the search results of the low- and high-level
visual features we use a weighted average of their scores where the initial weight
α ∈ [0, 1] is set to 0.5 and can be changed with a slider. If a text query is
used with a sketch or an image query, we perform a separate graph-based search
with the text embedding and combine both similarity scores with a second user
adjustable weight β ∈ [0, 1].

Temporal Queries. For two different timestamps any of the described
multi-modal queries can be performed and the similarity scores of the keyframes
are obtained for each of them. In order to enable a temporal search we rank con-
secutive sequences of keyframes from a single video according to the probability
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that the sequence contains content from the first query-tab followed by content
from the second. The similarity score from the first timestamp of each frame
is combined with the highest score of the second timestamp for all subsequent
frames within a given time range. The final result is then sorted by these sums
of similarity scores.

5 Graph-Based Nearest Neighbor Search

The time needed to search an entire image collection depends on the number of
images and the complexity of the similarity calculation between the query and
a database image. The latter is influenced by the size of the feature vector and
the formula for the similarity calculation. Since features cannot be compressed
infinitely and the number of images in most datasets keeps increasing, there has
been a move towards approximate nearest neighbor searches [2]. Such methods
do not take all the data into account; depending on the algorithm, some image
features are omitted or heavily quantized. The resulting inaccuracy is traded for
a computational speedup by one or two magnitudes.

In the case of VBS, more and more videos have been added to the dataset
over the years and teams are using more sophisticated methods to achieve better
search results. In the past, we reduced our CNN features without PCA whiten-
ing [7] to 64 dimensions and quantized them in bytes. These features performed
almost 10% worse than high-dimensional features with PCA whitening in a
content-based image retrieval system. The latter, in turn, are not compress-
ible and therefore cannot be used in an interactive system as it takes too long to
search millions of images. We have redesigned our internal graph data structure
to produce excellent results for approximate nearest neighbor search. Compared
to a full search, the results are over 99% identical and can be computed 20 times
faster. Our new graph is more efficient than the best state-of-the-art approaches
[16] while requiring less memory and can more efficiently provide similar neigh-
bors for interactive exploration. The graph is constructed in less than 2 hours
using the high-level features of the CLIP model and is faster than a full-scan
search for result lists up to 32000 elements.
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